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Training ML Models Basic LLM concepts

Learning algorithms related: Transformer decoder
" SGD, Learning rate, AdamW, Batch size Next token prediction

Tokenization, sequence/context length
In-context learning:

Model architecture related:

" Cross and Self Attentions
EncodetDecoder
Transformers

Zerc and fewshot learning
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Data perspective
Model perspective
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Adapted LLM Base LILM

adapt = F adapt(Mbase)

Adaptation Method \




Why WeStilINeed
Adaptation
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Al capabilities can be significantly improved without expensive retraining, Davidson et al., 2023
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Training Is Becoming Increasingly Affordable
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Adaptation in the Era of
Experience

Our World is changing LLMs must adapt accordingly
0 Longtail domains/tasks

4

0 Emerging domains/tasks

To go beyond human data, LLMs need to adapt through their own experience
0 Selfdiscover own knowledge + adaptation

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025
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mixture of general models and specialist
models that are much more focused

Dan Klein, professor at UC Berkeley (Mar, 2025)

https://alumni.berkeley.edu/california-magazine/online/data-is-fueling-the-ai-revolution-what-happens-when-it-runs-out/#



Key Concepts In
Adaptation



LLM Workflow
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Pretraining Adaptation Evaluation
Largescale data General capabilities
Extensive computation (e.g., chat, reasoning)

Specialized capabilitieg.g.,
finance, tooluse)

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025




Learning to Adapt

In-context Learning Inference Scaling

Update the LLM parameter® adapt
LLM to specific

Single LLM, zershot, task/domain/environment Multiple LLM callsNo

few-shot, No _ . . parameters updated
parameters updated Main focus of this tutorial




Adaptationc Paradigms

SemiParametric Knowledge

Parametric Knowledge

Update LLM parameters, without interacting
with external environment (e.g., domaiand

taskspecific LLMS)

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025

Update LLM parameters to interact with
external environment (e.g., RAG)

This represents the shift from standalone

[ [ a sagents

18



Adaptationc A Comparison

S— Continual Learring

Learn the foundation Convention: Convention:Learning a
knowledge, but the raw pre Adaptation=Adapt model from  sequence of disjoint tasks;
trained LLMs areeither source to target distribution Main focus:prevent
safenor robust for public forgetting

use and interactions (thus LLM Era: Side focusencourage
alFf ATYYSY ikl RI LAdapiaoBFRPeésttrairding transfer

required)

LLM eraTasks not disjoint;
Main focus:.encourage
transfer+ prevent forgetting

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025 Continual Pre-training of Language Models Ke et al., 2023
Continual Learning of Natural Language Processing Tasks: A Survey, Ke et al., 2023
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Adaptationc¢ Four Most Popular Methods

Base Model

4> __________

Continual Pre
training (CPT)

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025

Instruction
Tuning (IT/SFT)

Supervised
Preference
Learning (SPL)

Reinforcement
Learning (RL)

A




Adaptation¢ Four Most Popular Methods

<|prompt|>what are the minimum

<|system|> lease payments in 2022

<|begin_of_text|>

, _ You are a helpful assitant <|end|> <|prompt|>
SEC Finalizes ARS Settlement <|end|> <|rejected|> I'm not sure if it's the right
to Provide $7 Billion in <|user|> $17,188 / $34,356 * 100 to do and could use some
Liquidity to Wachovia How many helicopters can you eat? :I:ﬁé?f*' outside opinions.
Investors... ‘:E"d!>t N <|chosen |> TT;DEi
<l|assistant|=> $17,188 / $34,356 *x 100 <|end|>
<|end_of_text|> {Answer goes here} = 49.99%.
<|end|=>
Continual Prdraining Instruction Tuning Sup. Preference Reinforcement
Learning Learning
Inject or emphasize target Formatting and Align to human or Al Boost performance on
knowledge (e.g., domain Instruction following preferences complicated (and
knowledge) verifiable) tasks (e.g.,
reasoning)

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025




Adaptation¢ Example Training Workflow

E.g., Tulu 1,2; Instruct GPT

|| B

- Base Model I'T Model
— T »  SPL -
" Posttrained
Reward Model
> T Model
- Supervised Preference

Learning

Training language models to follow instructions with human feedback, Ouyang et al., 2022 IT I nStru Ctl on Tu nin g ‘
Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025 A ‘
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Adaptation¢ Example Training Workflow

X N (New Synthetic Completions)

Initial l | E.g., Tulu 3; Llama3.1
IT model
— Base Model IT Model
— T T » SPL .
Posttrained
Model
N - Reward Model /
LLM Judge
- Instruction
Tuning

Tulu 3: Pushing Frontiers in Open Language Model Post-Training, Lambert et al., 2025 SPL SU perVISGd Preference ‘
Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025 Leamlng A ‘



Adaptation¢ Example Training Workflow

E.g., DeepSedk1

Base Model I'T Model
— T > RL

Postttrained

1\ Model
= Curated Data

RL
Instruction
» T I'T _
Tuning

DeepSeek-R1: Incentivizing Reasoning Capability in LLMs via Reinforcement Learning, Deepseek-Al, 2025 RL R Cl nfo rceme nt

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025 Learn | ng A ‘ ‘




Adaptationc Example Training Workflow

Base Model / cpts

— T

Demystifying Domain-adaptive Post-training for Financial LLMs, Ke et al., 2025

cp-ontinual Preraining T

Ke, Ming, Joly Adaptation of LLMs Tutorial, NAACL 2025

Instruction
Tuning

PL

SPL

>

Posttrained
Model

Supervised Preference
Learning
i

E.g., FINDAP

i




Adaptation¢ Example Training Workflow

Base Model General LLM Verifier E.g., FLAME

T > T >
Reward ModelingSpecialized LLM
A Verifier

Pl

XX 28 aKz2dzZ R SELISOIG Y2NB 2 0O2YS

T Instruction
Foundational Autoraters: Taming Large Language Models for Better Automatic Evaluation, Vu et al., 2024 Tu N | ng ‘

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025



Research Questions In
LLM Adaptation
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Data Perspective

Seed DataWhat gives a
good data mixture and how
to obtain highquality data?

(often limited in amount)

Model Perspective

Methods: What are the
basic methods and their
variants of LLM adaptation?

Training Workflow:What is
the effective workflow to
connect those basic
methods?

Data RecipeGiven the
limited amount of seed

data, how to synthesize or
construct highquality data?

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025
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= I 2RI f Curate Texts Curate Prompts
E ! Concept @ IF & Chat G : \
L& ﬁ Chain-of-thought _-_-@ Verifiable Text © ?:neral

=4 Web Text Domain

\km Y Exercise )

Core Capabillities Evaluation Training Recipe Seed Data

What capabilities do you How do you measure the How do you construct What seed data should be

actually care about? progress toward targeted useful data from your used to implement your
capabilities? seed data and what is training recipe?

your model recipe?

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025
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Agenda \\i/
Evaluation and Benchmark ~ 20min ﬂ

Parametric Knowledge Adaptation

SemiParametric Knowledge Adaptation

Summary, Discussion, QAS



Evaluatind_LMs (and agentic systems)
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Challenges: LLMs are NBeterministic Generators

W Probabilistic nature of LLMs:

The next token’s probability distribution

00 D)

43% powerful &

(@]
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p ~ 37% innovative g-

. 0

Deep Learningisvery — LLM — 15% complex — » ™ powerful

0Q

prompt + prior tokens \ / N ool =
=

1% | limited 3
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Challenges: LLMs are NBeterministic Generators

W Probabilistic nature of LLMs:

The next token’s probability distribution

D

43% powerful !

O

o)

p ~ 37% innovative %

o 0

Deep Learningisvery — LLM — 15% complex = » " powerful

0a

prompt + prior tokens N < B | ool =
5

1% | limited 3

|

W Many factors to consider:
W {l YLt AY3 a0NQIS3IASEaY INBSReéZ 0SIYZ UGNBS
Wit NRYLIIAY3IY LINRPYLIG SYIAYSSNAY3I 3 2LINAYAI
W Decoding Parameters: Tdgp Topp, temperature. ..

A Survey of Frontiers in LLM Reasoning: Inference Scaling, Learning to Reason, and Agentic Systems, Ke et al., 2025 ‘



Evaluationg Key Considerations

What decoding methods we should use when What metrics do we care about?
evaluating LLM?

Ke, Ming, Joty Adaptation of LLMs Tutorial, NAACL 2025
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Key Consideration: Decoding Strategy

Emergent scale

Train. FLOPs Params. Model  Reference
Few-shot prompting abilities
* Addition/subtraction (3 digit) 2.3E+22 13B GPT-3  Brown et al. (2020)
e Addition/subtraction (4-5 digit) 3.1E+23 175B
e MMLU Benchmark (57 topic avg.) 3.1E+23 1758 GPT-3  Hendrycks et al. (2021a)
¢ Toxicity classification (CivilComments) 1.3E+22 7.1B Gopher Rae et al. (2021)
e Truthfulness (Truthful QA) 5.0E+23 280B
e MMLU Benchmark (26 topics) 5.0E4+23 280B
¢ Grounded conceptual mappings 3.1E+423 175B GPT-3  Patel & Pavlick (2022)
¢ MMLU Benchmark (30 topics) 5.0E+23 70B  Chinchilla Hoffmann et al. (2022)
* Word in Context (WiC) benchmark 2.5E+24 540B PaLM  Chowdhery et al. (2022)
* Many BIG-Bench tasks (see Appendix E) Many Many Many  BIG-Bench (2022)
Augmented prompting abilities
¢ Instruction following (finetuning) 1.3E+23 68B FLAN  Wei et al. (2022a)
e Scratchpad: 8-digit addition (finetuning) 8.9E+19 40M LaMDA Nye et al. (2021)
e Using open-book knowledge for fact checking 1.3E+22 7.1B Gopher Rae et al. (2021)
¢ Chain-of-thought: Math word problems 1.3E+23 688 LaMDA  Wei et al. (2022b)
¢ Chain-of-thought: StrategyQA 2.9E+23 62B PaLM  Chowdhery et al. (2022)
* Differentiable search index 3.3E+22 11B T5 Tay et al. (2022b)
¢ Self-consistency decoding 1.3E+23 68B LaMDA  Wang et al. (2022b)
e Leveraging explanations in prompting 5.0E+23 280B Gopher Lampinen et al. (2022)
* Least-to-most prompting 3.1E+23 1758 GPT-3  Zhou et al. (2022)
e Zero-shot chain-of-thought reasoning 3.1E+23 175B GPT-3 Kojima et al. (2022)
¢ Calibration via P(True) 2.6E+23 52B  Anthropic Kadavath et al. (2022)
¢ Multilingual chain-of-thought reasoning 2.9E+423 62B PaLM  Shi et al. (2022)
e Ask me anything prompting 1.4E+422 6B EleutherAI Arora et al. (2022)

W Same sampling/prompting strategy may not fit all models

W Good practice: Adapting the decoding strategy accordingly

0 Weietal., Emergent Abilities of Large Language Models, TMLR, 2022




Key Consideration: Metrics




